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The capacities of machines—to compute, to mimic (at least) enormous intelligence, and now 

even “learn”—is growing exponentially. The central question this essay will address is the 

question of whether machines will become so like us that they too may stand in need of 

salvation. 

I will argue in the negative; non-biological machines will never need the sort of salvation we 

need. 

After laying out my basic argument for this claim, I will defend each premise of this argument. 

The bulk of the essay, however, will focus on defending one particular premise—the premise 

that without biological brains, machines cannot be conscious. Because this crucial premise is a 

thesis in the philosophy of mind, I will be using insights from contemporary philosophy of mind, 

in particular the work of David Chalmers. But I will be arguing against Chalmers’ view in regard 

to this particular claim. 

 

The Basic Argument 

The basic argument demonstrating that machines will never need salvation can be presented as 

follows.  

 

1. Only moral agents can stand in need of the sort of salvation we stand in need of.  

2. Nothing can be a moral agent unless it at least has the capacity to be conscious.  

3. Without biological brains, machines cannot be conscious.  

Therefore (from 2 & 3), 

4. Machines cannot be moral agents.  

Therefore (from 1 & 4), 

5. Machines cannot need salvation.1 

                                                           
1 By ‘salvation’ here I mean the sort of salvation we need. Based on various statements of Paul (e.g., Romans 8:22) 
and other scriptures, Christian theology has normally held that the whole of creation was corrupted when 
humanity fell. So all of creation stands in need of some sort of correction. This is presumably why there is the 
promise of a “new” heaven and earth. (Rev. 21:1) But fallen moral agents like human beings need another sort of 
salvation. This is the sort of salvation we are referring to here. 
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The First Premise 

That the first premise (1) of The Basic Argument is true—that only moral agents can need 

salvation—can be seen as follows:  

6. We humans need salvation for at least two reasons: 

 

a. We have acted immorally and therefore broken our relationships with God. (A 

perfect and just God cannot just “accept,” without remedy, our corrupt 

behaviour.) 

And, 

b. We are corrupt ourselves; we are inclined toward immoral behaviour. (Again, a 

perfect and just God cannot just “accept” such corruption without remedy.) 

 

7. But these things can only be true of moral agents. 

 

a. Nothing can act immorally, or be inclined toward immoral action, unless it is capable 

of moral or immoral action—i.e., unless it is a moral agent. 

And, 

b. To be capable of moral action—intentional action of positive or negative moral 

value—one must be able to “see” that an action is good or bad and be able to 

choose for or against the action on that basis.2 

i. Without this capability, a thing might cause something good or bad,  

1. but it cannot be held morally responsible for it, 

2. and the action itself is not a moral action—an action with a moral 

value. 

Therefore (from 6 and 7), 

8. Only something capable of moral action—i.e., a moral agent—can stand in need of the 

sort of salvation we stand in need of. (1) 

 

  

                                                           
2 Wilson, George and Shpall, Samuel, "Action", The Stanford Encyclopedia of Philosophy (Winter 2016 Edition), 

Edward N. Zalta (ed.), URL = <https://plato.stanford.edu/archives/win2016/entries/action/>. Eshleman, Andrew, 

"Moral Responsibility", The Stanford Encyclopedia of Philosophy (Winter 2016 Edition), Edward N. Zalta (ed.), URL 

= <https://plato.stanford.edu/archives/win2016/entries/moral-responsibility/>. And Richardson, Henry S., "Moral 

Reasoning", The Stanford Encyclopedia of Philosophy (Fall 2018 Edition), Edward N. Zalta (ed.), URL = 

<https://plato.stanford.edu/archives/fall2018/entries/reasoning-moral/>. 
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The Second Premise 

The truth of the second premise (2) of The Basic Argument—that nothing can be a moral agent 

unless it has the capacity to be conscious—can be demonstrated in this way: 

 

9. Nothing can be capable of action of moral value unless it can “see” the moral value of 

actions and choose for or against them on that basis. 

 

10. It is impossible to see the moral value of an action or choose regarding the action 

without being conscious of these things.  

Therefore (from 9 and 10), 

11. Only things capable of consciousness can be moral agents. (2) 

 

The Third Premise 

Premise 3 of The Basic Argument—that machines without biological brains cannot be 

conscious—can be argued for as follows: 

 

12. Consciousness is not a physical phenomenon. 

 

13. Nevertheless, there are law-like correlations between conscious states and physical 

(brain) states; physical states and events cause conscious states and events.3 

 

14. The only physical states that (can) cause conscious states, however, are biological brain 

states4.  

Therefore (from 12 – 14), 

15. Without biological brains, machines cannot be conscious. (3) 

 

Premise 12 is, of course, a controversial claim. I mean here that consciousness is not even 

“reducible” to physical states or events. But I believe this is well-established by Chalmers and 

others. Chalmers’ “Zombie Argument” show that since it is 

logically/metaphysically/conceptually possible that things physically identical to us could lack 

                                                           
3 See David J. Chalmers, The Conscious Mind: In Search of a Fundamental Theory (Oxford, Oxford University Press, 
1996), 115, 213-215. 
4 For simplicity of wording, I will use ‘state(s)’ broadly to include events. I use the term to refer to processes over 
periods of time, not just the states-at-a-moment. 
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consciousness, consciousness is not a physical phenomenon or reducible to physics.5 Nagel’s 

“What is it Like to be a Bat” argument has similarly shown that since one can know all the 

physics involved in a bat’s use of echolocation, but this does not reveal what the bat 

experiences, conscious experience must be distinct from all physical goings on.6 And Jackson’s 

“What Mary Didn’t Know” argument similarly shows that you can know all the physics involved 

in seeing red, but this will not tell you what the experience is like. So the nature of the 

experience must be something other than the physics involved.7 

There is a vast literature on the question of whether consciousness is reducible to physics.8 But 

suffice it to say that I am convinced by the arguments of Chalmers and others that the answer is 

negative here. 12 is true. 

14 is highly controversial as well, however. Even Chalmers denies this claim. Chalmers argues 

that anything which exemplifies the same “fine-grained functional organization” as a conscious 

brain will be conscious, even if it is a non-biological system.9 A non-biological machine, made of 

non-biological materials, could exemplify such functional organization. So it is not just biological 

systems that can be conscious. Machines without biological brains can be conscious as well. 

I believe Chalmers is mistaken here, however. I am inclined toward the sort of view John Searle 

has defended—that consciousness requires biology.10 11 So it is this premise, 14, that I will focus 

on now. If consciousness requires biological brains, then non-biological machines cannot be 

conscious, which means they cannot be moral agents, which means they cannot stand in need 

of salvation. 

 

A Simple Argument that Consciousness Requires Biology 

To argue for 14, we might begin with the following Simple Argument: 

 

16. The only physical things that have been observed to be conscious are biological brains. 

Therefore, probably, 

                                                           
5 Chalmers, The Conscious Mind, 93-99.  
6 Thomas Nagel, "What Is It Like to Be a Bat?" The Philosophical Review 83 (4) (1974): 435-450 at 
http://www.jstor.org/stable/2183914. 
7 Frank Jackson, "What Mary Didn't Know", The Journal of Philosophy 83 (5) (1986), 291-295 at 
http://www.jstor.org/stable/2026143. 
8 See Stoljar, Daniel, "Physicalism", The Stanford Encyclopedia of Philosophy (Winter 2017 Edition), Edward N. 
Zalta (ed.), URL = <https://plato.stanford.edu/archives/win2017/entries/physicalism/>. 
9 Chalmers, The Conscious Mind, 247-249. 
10 J. R. Searle, “Minds, Brains, and Programs”, Behavioral and Brain Sciences 3 (1980), 417-24. 
11 What I mean here is that within the laws of nature nothing non-biological can be conscious. I do not mean to 
rule out God or other spirits as aware and intentional. But I take them to be supernatural beings beyond the scope 
of the laws of nature. 
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17. As a matter of natural law, consciousness requires biological brains. 

Therefore, 

18. It is only biological brain states that can cause conscious states. (14) 

 

Notice that in 17 it is claimed that consciousness requiring biology is a matter of the laws of 

nature. It is not that it is logically or metaphysically or conceptually impossible that non-

biological things be conscious. It is a matter of how this world contingently happens to work. 

This distinction between “natural” and “logical/metaphysical/conceptual” necessity or 

impossibility is a distinction Chalmers stresses and I accept. But he believes that—as a matter of 

the actual contingent laws of nature—anything with the right kind of functional organization 

will be conscious; it need not be biological. I believe that the kind of functioning required—by 

the laws of nature—is biological functioning. 

The weakness of the Simple Argument above is quite obvious, however. Perhaps we haven’t 

observed consciousness in non-biological things because we haven’t observed yet the right kind 

of functional organization in non-biological things. Perhaps we simply haven’t build a 

sophisticated enough machine yet. But it’s coming! There’s also “The Problem of Other 

Minds”—the fact that we only ever actually observe our own individual conscious states. So 

perhaps we haven’t observed non-biological consciousness, not because it doesn’t exist, but 

because we simply don’t have “access” to it; it’s not the sort of thing we could actually observe. 

Chalmers has offered two reduction ad absurdum arguments, however, against our premise 

14—meant to refute the claim that functional organization isn’t enough—biology is required. 

 

Chalmers’ Fading Qualia Reductio 

Chalmers’ first reductio is his “Fading Qualia Reductio.”12 It can represented as follows: 

1. Suppose (for the sake of reductio) that (14) consciousness depends upon 

biology—i.e., that it cannot be produced by a non-biological machine with the 

same “fine-grained functional organization” as a working brain. 

 

2. Suppose, then, that two systems are produced—one biological, the other not (a 

working brain and a machine) such that they have the same “fine-grained 

functional organization” (down to but not below the cellular/chip level),13 but (in 

keeping with assumption 1 above) the brain is conscious and the machine not. 

                                                           
12 Chalmers, The Conscious Mind, 253-263. Chalmers offers a slightly different version of the reduction in “Facing 
Up to the Problem of Consciousness”, Journal of Consciousness Studies 2 (1995), 200-219.  
13 Chalmers does not insist that this is the exact place where the line is to be drawn. (See The Conscious Mind, 248) 
He is open to things with higher-level organizational differences still having the same consciousness. And he is 
open to the possibility that the line might even be lower—slightly below the cellular level. But he is clearly 
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a. I.e., suppose one is a biological brain composed of neurons and the other 

a machine composed of silicone chips. 

b. But the brain and machine, and each of their respective parts, behave the 

same way physically—they yield the same physical outputs as each other, 

with the same physical inputs—except that the neurons and silicone 

chips are made of different materials and are structured and behave 

differently internally. 

c. I.e., the inner parts of the neurons and silicone chips are not functionally 

identical to each other, but every larger part—the neurons and chips, and 

every part composed of them—are physically functionally identical to 

their corresponding (biological/non-biological) part. 

 

3. Suppose, then, an identical brain except that one neuron has been replaced with 

a physically-functionally-identical silicon chip. 

 

4. Suppose, then, another identical brain is produced except that two neurons have 

been replaced with two physically-functionally identical chips. 

 

5. Suppose, then, a series of brains is produced in like fashion until we arrive at a 

machine identical to the original non-biological machine. 

 

6. At each step in the series the inner workings of the chips are not identical to that 

of the neurons they replace, but each chip-as-a-whole is physically functionally 

identical to the neuron-as-a-whole it replaces; whenever the chip receives the 

same physical inputs as the neuron it replaces, it yields the same physical 

outputs as the neuron. 

 

7. Assuming the law-like correlation between mental and physical states, the last 

machine produced in this series will be non-conscious like the original machine.  

 

8. It is extremely implausible that the consciousness of the original brain will be 

replicated all along in the sequence and then suddenly “go out” with the 

replacement of one neuron. 

 

9. Assuming our original assumption (1 above, that consciousness depends upon 

biology), it is much more plausible that with each chip-for-neuron replacement, 

                                                           
committed to any two things with the same functional organization down to this slightly lower this level also being 
identical in states of consciousness. He seems to find the line being higher than the cellular level more likely than 
its being lower. 
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there is a gradual reduction in the consciousness of the system; the 

consciousness of the original brain is gradually extinguished. 

 

10. But every system in the sequence will behave in exactly the same way—including 

in what it says about its conscious experiences—and a system half way along in 

the sequence will be systematically mistaken about what it is experiencing. 

 

11. This is extremely implausible; conscious things are not systematically mistaken 

about what conscious experiences they themselves are having. 

 

Therefore, 

 

12. It is much more likely that the assumption leading to this result (1 above) is false. 

 

So, 

 

13. Two systems which are physically functionally identical in detail (down to the 

neuron/chip level)—whether biological or not—cannot (within the laws of 

nature) differ in consciousness.  

 

So, 

 

14. It cannot be true that (14) only biological systems can be conscious; a machine 

which is functionally identical in detail (down to the cell/chip level) to a working 

biological brain will have the same consciousness as that biological brain. 

 

A Critique of Chalmers’ Fading Qualia Reductio 

I believe that Chalmers’ Fading Qualia Reductio does not succeed in refuting the claim that 

consciousness depends upon biology. 

First, I have serious doubts whether a chip even could (within the laws of nature) behave 

physically exactly like a neuron—yielding exactly the same physical outputs with the same 

physical inputs. If this isn’t naturally possible, this casts doubt on the source of the supposed 

absurdity of what is deduced from the assumption of the biological-dependence of 

consciousness. 

More tellingly, I think, Chalmers’ reductio seems subject to a counter-reductio. 

 

1. Suppose (for the sake of reductio) that consciousness does not depend upon 

biology—i.e., that it can be produced by a non-biological machine with the same 

fine-grained functional organization as a working brain. 
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2. Suppose, then, that two systems are produced which are physically functionally 

identical but not in detail: a working biological brain and a machine made of non-

biological materials and structured quite differently. 

a. I.e., assume the success of AI.  

b. Though the inner working of the machine are entirely different than the 

inner workings of the brain, the machine-as-a-whole behaves just like the 

brain-as-a-whole; it yields the same physical outputs as the brain, with 

the same physical inputs. 

 

3. This machine will not have the same conscious experiences as the brain, if it has 

any at all. 

a. This assumes 

i. the falsehood of Behaviourism—something can behave as if it is 

conscious without actually being conscious—and 

ii. that for two complex systems to have “qualitatively identical 

experiences” they must have (at least very nearly) “the same fine-

grained functional organization.” Notice that only systems with 

the same fine grained functional organization need have 

qualitatively identical experiences.14 

 

4. Now suppose a physically-functionally-identical machine, except that it is 

composed of two halves physically functionally identical to the two hemispheres 

of the working brain. 

a. These two halves will respond physically to physical inputs, and 

communicate with each other, exactly as the two hemispheres of the 

brain. 

 

5. Now suppose a machine where each half of the previous machine has been 

replaced with a (physically) functionally-identical half composed of two quarters 

functionally identical to the quarters of the working brain. 

 

                                                           
14 Chalmers, The Conscious Mind, 248-9. This is actually the converse of Chalmers’ “principle of organizational 
invariance”—the view that “conscious experience arises from fine-grained functional organization [in such a way 
that G]iven any system that has conscious experiences, then any system that has the same fine-grained functional 
organization will have qualitatively identical experiences.” But Chalmers seems to imply or assume this converse as 
well. He never seems to countenance two complex conscious things with identical conscious lives but completely 
different functional organizations. If the specific qualities of conscious experiences are produced by the structure 
of the physical systems producing them—as Chalmers’ clearly holds—it seems unlikely, at least, that two systems 
with radically different structures should have qualitatively identical experiences. 
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6. Now suppose a machine where each quarter of the previous machine has been 

replace with (physically) functionally identical quarters composed of eighths 

functionally identical to eighths of the working brain. 

  

7. Continue this process until a machine is produced whose components are 

physically functionally identical to the components of the working brain down to 

the level of silicon chips physically functionally identical to the neurons of the 

brain. 

a. These chips will, of course, be made of different material than their 

corresponding neurons, and their internal structure and workings will be 

dissimilar to the internal structure and workings of those neurons. 

 

8. In this process, the working internal structures of the working brain will be 

gradually replicated down to (but not below) the cellular level. 

 

9. Assuming 1 above, the resulting machine will have the same consciousness as 

the working brain. 

 

10. It is extremely implausible that the consciousness of the working brain will 

suddenly be replicated by a machine at some intermediate stage in this process. 

 

11. It is much more plausible that the consciousness of the brain will have been 

reproduced by increasing degrees in each of the subsequent machines in the 

process. 

 

12. But every system in the sequence will behave in exactly the same ways, including 

in what it says about its conscious experiences, and a system half way along in 

the sequence will be systematically mistaken about its conscious experiences.  

 

13. This is as implausible as it was in Chalmers’ reductio. 

 

14. In fact, this apparent implausibility is arrived at whether one assumes 

consciousness is dependent upon biology or merely fine-grained functional 

organization.  

 

So, 

 

15. Chalmers’ reductio cannot show that consciousness is dependent on mere fine-

grained functional organization and not biology. 
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The central problem with Chalmers’ Fading Qualia Reductio is that it does not seem contrary to 

the laws of nature for something to be systematically mistaken about its own conscious 

experiences. The assumption that this is naturally impossible is the crucial assumption in 

Chalmers’ reductio. He presents it as strongly supported by observation. But there is strong 

independent reason to believe otherwise. It is one thing to be having a visual experience of the 

red sort and quite another to be perceiving that one is having such an experience. The state of 

observing that one is in state X is a different state than X; it is a separate state “about” X. 

Typically the two go together—as Chalmers emphasizes. But if half one’s neurons have been 

replaced with chips, the implausibility of their coming apart is much reduced. If the non-

biological parts of one’s brain are sending signals to the biological parts as if one is having a red 

visual experience, one would expect the biological parts to form the mistaken belief that one is 

experiencing red. 

Chalmers offers a second reductio, however, he takes to be even more compelling than is first: 

 

Chalmers’ Dancing Qualia Reductio15 

In this reductio Chalmers attempts to refute the supposition that fine-grained functional 

organization does not determine the exact nature of the conscious experiences the thing has; 

two functionally identical systems could have opposite (“inverted”) conscious experiences; one 

system could be “seeing blue,” the other red. But as Chalmers points out,16 if fine-grained 

functional organization determines the exact nature, not just the existence, of conscious 

experience, this entails that anything with the same fine-grained functional organization as a 

conscious brain must be as conscious as the brain is. So if a machine can have the same such 

organization without biology, it can be conscious. So Chalmers offers this reductio as even 

stronger proof that biology is not necessary for consciousness. 

This reductio starts with the assumption that two “functional isomorphs”—one a brain, the 

other a machine of silicon chips—can have different conscious experience. Then suppose a 

similar series as the first reductio, where a single biological brain is transformed into a non-

biological machine. In a particular stretch of the replacements, however, instead of replacing 

part of the brain one builds a “backup system” of chips functionally isomorphic to a portion of 

the brain. One also builds in a switch that can switch the actual functioning between the 

biological and non-biological systems. Assuming the non-biological system produces a different 

experience than the biological system, when one “throws the switch” back and forth between 

the systems, what the person is experiencing would flip back and forth between the two 

                                                           
15 Chalmers, The Conscious Mind, 266-274. 
16 Ibid., 253, 270, 274.  
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experiences. Yet, as in the first reductio, the person’s behavior would not change at all. And the 

person could not tell that their experiences are “dancing” back and forth “before their eyes.”17  

Chalmers takes this to be monumentally implausible. Again, it is contrary to the laws of nature, 

as revealed by experience, to suppose that something conscious could be so mistaken or 

unaware of the nature of its own experiences. 

 

Of course I don’t maintain that a brain and a machine could have “inverted” experiences. I 

maintain that a non-biological machine would have no experiences at all.  

But the lesson of my critique of Chalmers’ first reductio applies here as well: I see no convincing 

reason to believe that it is inconsistent with the laws of nature that something could be 

radically unaware or mistaken about the nature of its own experiences. This is so because 

having an experience and being aware of, or having a belief about, one’s experience, are 

distinct states. So for the same reason as I found Chalmers’ first reductio unconvincing, I find 

this reductio unconvincing as well. I do not believe that it succeeds in establishing that 

consciousness depends on “fine-grained functional organization” but not biology. 

 

The Fundamental Issue 

The fundamental difference between Chalmers’ view and mine is whether two “functionally 

isomorphic” things—isomorphic down to the cell/neuron level but not below—can, within the 

laws of nature differ in states of consciousness. 

On Chalmers’ view, consciousness is only produced by causal structures above but not below 

that that level. The materials out of which those structures are made is not causally relevant.  

But why think that? On the contrary, it seems to me that the physical properties and causal 

powers of a composite whole are generally a function of the physical properties and powers of 

its components and how they are “put together.” And this goes “all the way down.” 

Suppose one replaces, one at a time, each Lego piece in a Lego castle with an identical piece of 

a different colour. Suppose the original castle is composed entirely of red pieces, each of which 

is then replaced with an otherwise-identical blue piece. (The colour of each Lego piece is, of 

course, a function of the colours of its parts. Eventually one gets down to parts which cannot 

sensibly be said to have a colour. But that the macroscopic parts have the colour they have is 

clearly cause by the physical properties of their microscopic components and the way they’re 

put together.)  

                                                           
17 Ibid., 268-269. 
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As the red pieces are replaced with blue pieces, the castles is gradually transformed from a red 

to a blue castle. The strength of the castle will remain unchanged, on the other hand, because 

each piece is replaced with a piece with the same strength, and they are put together the same 

way.  

We see here that the properties and causal powers of the larger object are clearly a function of 

the properties and powers of its components. 

The fundamental question is whether the physics which causes consciousness is ultimately at 

the microscopic or macroscopic level. There is strong empirical evidence that the structure of 

consciousness at least is a function of physical structure. So when the macroscopic structure of 

a brain is altered, the structure of the consciousness it produces is altered as well. But on 

Chalmers’ view, if one changes the microscopic structure of brain, the consciousness will remain 

unchanged.  

Why think that? It strikes me as more likely that rudimentary consciousness is produced at the 

microscopic level, but its organization into full-blown consciousness is produced by the 

macroscopic physical organization and functioning of the brain. The brain organizes the proto-

consciousness of its neurons. Individual neurons are not “aware,” because that requires more 

complex self-consciousness. But the consciousness of the whole is built out of the proto-

consciousness of its parts. 

Structure alone is causally inert. Rectangularity itself causes nothing. “Plato’s heaven” is filled 

with causal structures which, on the standard contemporary understanding of abstract objects, 

have no causal powers. But a flying rectangular missile can create havoc. It is matter, 

structured, that has causal powers. The causal powers of things originate in the material out of 

which it is made—which is not to say that the way that material is put together doesn’t matter. 

It takes form as well as matter to determine what a thing’s causal powers are. But form by itself 

does nothing. 

Chalmers’ view isn’t that functional organizations alone (as abstract structures) cause 

consciousness. But be believes that the material which is organized makes no difference. I see 

no compelling reason to think this. 

Or to come at this in another way, why think the structure of consciousness correlates with 

physical structure, but only so far down? Why wouldn’t the correlation go “all the way down?” 

Silicon chips cannot have the same internal physical structure as neurons in part because they 

are made of different materials and the differences between those materials is fundamentally 

structural. Different molecules differ in structure. And different elements have different atomic 

structures. Why think these physical differences between neurons and chips would make no 

difference to the consciousness of a system built out of them? 
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Emergence 

Chalmers’ view entails some relatively strong sort of Emergentism. This is the view, roughly, 

that complex wholes can exemplify properties that are fundamentally different than and 

cannot be “reduced” or explained in terms of the properties of its parts. I agree with Chalmers 

that mental properties are not ultimately reducible to physical properties. But I find it most 

likely that the mental properties of wholes are produced, and so explainable, in term of the 

proto-psychological properties of their parts. (A view along these lines has recently come to be 

known as “panprotopsychism”.)18 Unfortunately, there are many different, debated, sorts of 

Emergentism, and much debate over how “Emergence” ought to be understood.19 The debate 

over “panprotopsychism” is just getting going. Space does not permit delving into these 

debates here. But it appears necessary to progress further on the question of whether 

consciousness requires a biological brain. 

 

Returning to Theology 

Might theology help? As Chalmers points out, it is surprising that consciousness correlates with 

physical brain activity at all.20 There is no particular reason to expect that those conscious 

experiences would occur when those physical events occur. The latter in no way entail the 

former, as Chalmers’ Zombie Argument shows. But they correlated in a law-like way. So that 

certain physical brain states cause certain mental states seems to be a matter of “the laws of 

nature.”21  

But then even the ultimate laws of physics are like this. No one can see that they have to be the 

way they are. We observe that the world works this way. But that it works this way looks, as far 

as anyone can tell, quite contingent. As a theist I believe that the explanation of all laws of 

nature is ultimately the will of God. The laws of physics, and the laws correlating physics with 

consciousness, are what they are because God, for God’s reasons, wishes them to be that way.  

Assuming this, we might ask, “Which is most likely, that God wishes consciousness to be 

correlated with only biological things? Or that God wishes consciousness to correlate with 

anything with the right sort of higher level functional organization?” I am inclined to think the 

former more likely. I wouldn’t think God would give us the ability to build conscious machines. 

                                                           
18 Goff, Philip, Seager, William and Allen-Hermanson, Sean, "Panpsychism", The Stanford Encyclopedia of 
Philosophy (Winter 2017 Edition), Edward N. Zalta (ed.), URL = 
<https://plato.stanford.edu/archives/win2017/entries/panpsychism/>. 
19 See, e.g., O'Connor, Timothy and Wong, Hong Yu, "Emergent Properties", The Stanford Encyclopedia of 
Philosophy (Summer 2015 Edition), Edward N. Zalta (ed.), URL = 
<https://plato.stanford.edu/archives/sum2015/entries/properties-emergent/>. 
20 Chalmers, The Conscious Mind, 251. 
21 Ibid., 213-215, 250. 
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But then I remember the lessons of Job, and observe the extent of the evil God permits us to 

create. I am thus reminded that predicting what God would do—God’s mind being infinitely 

beyond ours—is a very dicey business. So I put little stock in it here.  

 

Conclusion 

You will notice that I have cast serious doubt on Chalmers’ attempts to prove—or at least show 

it highly likely—that consciousness does not require biology. I believe he has not given very 

powerful reasons to doubt that biological brains are required. 

I haven’t really shown the opposite either, however. I’ve expressed what I find most likely. But 

I’ve hardly produced a compelling proof. 

In light of this it may be more accurate to express my current view this way: 

1. Only moral agents can stand in need of the sort of salvation we stand in need of.  

2. Nothing can be a moral agent unless it at least has the capacity to be conscious.  

3. Without biological brains, it is unlikely that machines can be conscious.  

Therefore (from 2 & 3), 

4. Probably, machines cannot be moral agents.  

Therefore (from 1 & 4), 

5. Probably, machines will never need salvation. 


